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The Problem : CPU BOTTLENECK OF DL TRAINING

Complexity of I/O pipeline is increasing

AlexNet > —_—
2012

256x256 i 224x224 crop .
X image and mirror Training

224x224 crop  Training
and mirror

ResNet 50
2015

480p image Random resize Color augment
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CPU BOTTLENECK OF DL TRAINING

In practice

When we put 2x GPU we don’t get adequate perf improvement
Training speed, ResNet50, MXNet container 18.09, b=256
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CPU BOTTLENECK OF DL TRAINING

In practice

When we put 2x GPU we don’t get adequate perf improvement
Training speed, ResNet50, MXNet container 18.09, b=256

20000
A
15000 Goal: 2x
) Reality: < 2x Higher is
5 10000 better
E
5000

5 © CopyrightIBM Corporation 2021




ML/DL Workload Anatomy

-

Manage Data / Model Training

Manage Data Evaluate model

Explore and Train Deploy models

Models

*All data
*ETL/ELT
*Pre-processing
*Data Store
*Labels/Annotation

*Run time
optimization
(TensorRT ...)

+Life Scoring

*Maintenance

*Collect new data

*Test

*Robustness
assessment

*Fairness
*Visualize

*Data preparation
*Models Training
*Post processing
*HPO

/ Data pre-processing Model Training Post processing \

* Patch
reconstruction

» Qutput processing

 Uniformisation
* Resampling
« Augmentation
 Patch/tile mgmt

Y, J J

. %
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* Modeltype

* Hyperparameters
settings

* Backend models




ML/DL Inference Pipeline complexity

Single Input, Multi Inputs, Multi Inputs, Multi Output : o
Multi Outputs Multi Outputs with Post processing IGPU + DLA pipeline

Input 1
Y

Pre-process

Pre-process

Post-process Post-process

Y

Y
@ @
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DL Parallel Inference Pipeline Example

SSD Object Detection
(IGPU)

Output

DeepLab Segmentation (DLA)

iGPU + DLA pipeline

Pre-process

TensorRTInfer TensorRTInfer
(iGPU) (DLA)
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DL Workload : example

Data Model Post
preprocessing Training processing

*Load the scans that come in » From batch-size of B, Create » Aggregate the proposed

DICOM format overlapping Patches (128"3) nodules BB score per Patient
*Unify DICOM metadata + Apply On the flight random + Feed-forward the Patient
*Unify the density of tissues and data augmentation nodules scoring to a SVM ML

the spacing in millimetres of (symmetry, rotation, cropping, model to diagnose the Patient
-\Ig:exsi:; le images to the same elastic) himself

dimensi%ns (5f]2,\3) * Model Feed forward
«Standardize voxel intensity based * Aggregate and consolidate

on Normal Organ intensity range proposed bounding boxes in

in the image A few BB with related score and
«From A Create a lungs mask classes

(density range mask, + water
shading and connected
components)

K’Apply lung maskto A ->B / \ J k j

Patient XYZ Pathologic
Patient ABC Normal
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DL Workload : example

Data preprocessing - Model Training -

+ 100% Python  pyTorch * Python :
specific modules « 90% GPU scik(i;rlearn and

* Num o 1 pandas
manipulation Lo prcass ane + 100% CPU

* 100% CPU 3’ with * 10msecto

. .3’ to process one baCkPrOpaga’[ion process 1 patient
image

\_ J N J N J

If all is done in sequence (developer’s default) :
4’ to infer an image/7’ to train an image
GPU usage : 25% of on GPU, —->No NVLINK advantage
CPU usage : 75% of one thread, —->No SMT advantage
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X86

System Memory

77 GB/s

PCle: 16GB/s In
each direction

NVLink 2.0

POWERS

System Memory

170 GB/s

NVLink 2.0:
75 GB/s in each
direction

| NVLink 2.0 |




77 mph (124 kph) 170 mph (274 kph)

City street: 16 mph
(25 kph) Freeway:
75 mph

(121 kph)




What can we do to improve things ?

1. Keep Calm and carry on
=  Apply Analytics Methods like an holistic approach: avoid narrow focus or blind changes for unknown issues

= First check if the platform settings are OK, Compare workload Characteristics with an Intel platform (if possible)
2. Monitor and Profile : Break down the whole workflow timing to identify bottlenecks

= system monitoring (htop, nmon, nvidia-smi) and global profiling first (python>TF||pyTorch>C>GPU...)
3. Change : remove the root cause of the biggest bottlenecks first

= One change at a time
4. Assess : Verify the workflow output are still functionally valid

= Measure the the new performances > Goto 1, if it's not satisfactory (e.g. all GPU are ~95% busy)

Profile
Assess B Change
© CopyrightIBM Corporation 2021




Monitoring CPU and processes activity: htop

Assess

jab@colonia04:~/nmon/sourcednmon Y e R

Load average: @.64 0.38 B8.29
File Edit View Search Terminal Help el LIZE TSP e R

Battery: 35.5% (Running on A-C)
htop 2.1.8 - (C) 2004-2018 Hisham Muhammad S
Released under the GNU GPL. See 'man' page for more info. ey 356820 e o 8 6.1 TmF cmmmﬂmam

hisham 2952 . . 168, sbinsdbus—daemon -—conf ig-f i le=/5ystem-Sett ings-at-spil- ac|

CPU usage bar: [low-priority/ hichan 35020 -6 0.1 0:00. gdbus

Memory bar: [ buffers/cache
Swap bar: [ d
Type and layout of header meters are configurable in the setup screen el e
¥P ! ¥ ' contig 1noth p sc - 5309 hishan 20
5368 hishan e
Status: R: running; S: sleeping; T: traced/stopped; Z: zombie; D: disk sleep|i8 hispam 20
Arrows: scroll process list Space: tag process 5168 hishan 20
incremental PID search tag process and 1ts children| 5167 hishan 2o
incremental name search untag all processes gg?ﬂ:ﬂﬁﬁ Sg
incremental name filtering F9 kill process/tagged processe|sise hisham 20
tree view F7

higher pr'_or'_'t-:r.' [rDDt Dr'l-l.':," | 5287 hisham 28 64348 31912 22828 L gdbus
- P P 5146 hishan 20 46952 22548 16712 xfdesktop
toggle program path F& lower priority (+ nice) 5211 hishan 20 @ 46952 22548 16712 . . gnain
show processes of a single user set CPU affinity 5144 hishan 20 @ 33156 130872 12216 . . Thunar —-daenon
; ' - ) 5153 hishanm 20 @ 33156 13072 12216 S gnain
hjnefshog user process show proh?ss_enx_ronnent v n B 3970 2i7ma 1owan N aa
hide/show kernel set I0 priority 19606 hishan 20 0 18388 8600 7012 S urxut —cr green —fn *—lode—* —fb *—lode—* —fi * lode—% —fb
cursor follows process list open files with lsof 19087 hishan 20 @ 8788 5088 3780 S zsh
expand/collapse tree
sort by CPU%, MEM% or TIME
invert sort order

17¢/M 12896 6764
17¢7M 12896 6764
17¢7M 12896 6764
1771 12896 6764
1771 12896 6764
32288 11616 10624
32288 11616 10624
35876 17196 14328
35876 17196 14320
64348 31912 22820

susrsbinspulseaudio ——start ——log-target=syslog
alsa-source-ALC
alsa-sink-ALC36
alsa—source-ALC
alsa—sink-ALC36
xfsett ingsd
gnain
xf ced-power-manager
L gdbus
nm—app let

CDooooEEEEEEE®

5
5
5
5
5
5
5
5
5
5
5
S
5
5

DEoEEHEEIEEEEEEEEE®E
0 Gl ST V] | W EE R S Ay o T o TR o T T T T o

m
oooo-loooooooeeoEE =@

8.8
0.0
0.0
0.0
0.0
8.7
8.8
0.0
0.0
0.0
0.0
8.8
0.0
0.0
0.0
0.0
0.0
8.0
lap,

apENi

el T

trace 5},5_:a1-|-5 with strace @Help Fahetup gESearchighilter @hortedgiCol |:|=_- +@Rill [li0uit

[Py ]

setup
: select sort column h: show this help screen
any key to return. quit
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Monitoring GPU activity: nvidia-smi

nvidia-smi provides monitoring and

management capabilities
for each of NVIDIA's GPUSs.

We want to make sure the “GPU-Util" is
high (it's a instant snapshot measure, not a

average)

We want the “Memory-Usage” to be high as
well, but sometime high values might not be
directly related to throughput improvement.

For a lean and fast output :

$ watch -n 0.2 "nvidia-smi| grep 7| N

Profile

{

Assess

jab@colonia04:~/nmon/sourcednmon

File Edit View Search Terminal Help

jab@colonia®4:~/nmon/sourcednmons nvidia-smi
Wed Jun 13 12:44:62 20818

jab@colonia®4:~/nmon/sourced4nmons | |

15

NVIDIA-SMI 384.81 Drive ersion: 384.81
GPU Name Persistence-M| Bus-Id Disp.A Volatile Uncorr. ECC
Fan Temp Perf Pwr:Usage/Cap Memory-Usage GPU-Util Compute M.
T TEStEPHE8=51M2- 0n 0O0RRRR2:01:00.0 Off B
M/A 38C Fo 33W [/ 300w 16M1E / 1oZ76MIE 0% E. Process
1 Tesla Ple0-SXM2... On 0oEEEEB3:01:00.0 Off B
N/A 34.C Fo 32W / 3008w 16MiB / 16276M1E 0% E. Process
2 Tesla P1OO-SXMZ... On 0OEEEEe6:01:00.0 Off B
N/ A 36C Fo 32W / 300W 16Mi1E / 16276M1E 0% E. Frocess
3 Tesla PlB@-5XM2... On 000oRRAT7:01:00.0 Off &)
M/A 35C PO 20W_ S _3AAW 18M1BE / 1B8276M1E 0% E. Process
Processes: GPU Memory
GPU PID Type Process name Usage




NMON : monitoring CPU,

http://nmon.sourceforge.net/pmwiki.php?n=Main.Compili
ngNmon

$ wget

$ gcc -o nmon_power_rhel7 Imonl6f.c -g-0O3 -D JFS -D
GETUSER -Wall -D LARGEMEM -Im -Incurses-g -D
POWER -D KERNEL_2 6 18-DRHEL?7 -

DNVIDIA GPU -L /usr/lib64/nvidia -Invidia-m|

$ NMON=alkmt. ./nmon_power_rhel7

RAM, los, Processes, kernel stats, Network ...

File Edit View Search Terminal Help

mon—161f;

1600%- |
95%- |
90%- |
85%- |
80%- |
75%- |
70%- |
65%- |
60%- |
55%- |
50%- |
45%- |
40%- |
35%- |
30%- |
25%- |
20%- |

[H for help]—Hostname=colonia@d—Refresh= 2secs —18:24.
CPU +---Long-Term

jab@colonia04:~/nmon/source4nmon

__________________________

Driver Version:384.81 NVML Version: 9.384.81
GPU Temperature Name
No. Centigr
(<] 48 Tesla P100-SXM2-16GB
1 37 Tesla P100-SXM2-16GB
2 37 Tesla P100-SXM2-16GB
3 =5 Tesla P100-5XM2-16GB
p-spa
Total in MB 4095
Free in MB 4048.7
Free Percen t 98.8
1m 2.18
5 1.68
15 1 1.83
de=3-1=Base

3@s80
31078
26601
26165
32162
55020
117589
144886

s Res Res

3=Perf 4=5ize 5=I/0[RootOnly] u=Args
Res Shared Faults Command
Lib KB Min Maj



http://sourceforge.net/projects/nmon/files/lmon16f.c

Profile

Python profiling

Assess

1. Use global profiling (function calls) like cProfile (reasonable overhead)
1. python-m cProfile -o profile_output search.py
2. 'You could install cprofilev or pyprof2calltree for web output

3. https://ymichael.com/2014/03/08/profiling-python-with-cprofile.html
2. If the function code bootleneck is unclear use line level profiler like line_profiler with iPython (or notebook)

=  https://ipython-books.qgithub.io/43-profiling-your-code-line-by-line-with-line profiler/

Timer unit: 1le-06 s

Total time: 0.051297 s
Function: simulate at line 7

Line # Hits Time Per Hit % Time Line Contents
7 def simulate(iterations, n=10000):
8 1 25393 25393.0 49.5 s = step(iterations, n)
9 1 1914 1914.0 3.7 X = np.cumsum(s, axis=0)
10 1 22 22.0 0.0 bins = np.arange(-30, 30, 1)
11 1 4 4.0 0.0 y = np.vstack([np.histogram(x[i,:], bins)[0]
12 1 23962 23962.0 46.7 for i in range(iterations)])
13 1 2 2.0 0.0 return y
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Profile

TensorFlow profiling
tensorflow.python.client.timeline

{

Assess

= You should note additional
options and run_metadata
provided to the sessionrun.

tensorflow tf
tensorflow.python.client timeline
This script should work as on a = tf.random_normal([2000, 5080])
CPU, as on GPU. After b = tf.random_normal([5000, 1008])
execution, we will have a = tf.matmul(a, b)
timeline_01.json file with our tf.Session() as sess:
profiled data stored in Chrome

options = RunOptions( =tf.RunOptions.FULL_TRACE)
trace format.

tf.
run_metadata = tf.RunMetadatal()
sess.runires =options =run_metadata)

If your script failed—try the
first solution from Issues
during proflllng SeCtion fetched_timeline = timeline.Timeline(run_metadata.step_stats)

chrome_trace = fetched_timeline.generate_chrome_trace_format()
open( T:
f.write(chrome_trace)
Caution : It will slow down the
training duration by 10x !!!

© CopyrightIBM Corporation 2021



Profile

TensorFlow profiling : Chrome tracing

Assess

Jean Armand bt

@ chrome://tracing

= To view stored data, we R & crrome | chrometrcing LK .

Record || Save || Load | timeline_O1.json ’m”—l_l_‘ » || P
should use Chrome . -,

¥ /device:GPU:0/memcpy Compute (pid 9)

0 I

[ G O to th e pag e 0' Jdevice:GPU:0/stream:34 Compute (pid 7) %

w

. - ¥ /device:GPU:0/stream:36 Compute (pid 11) @
chrome://tracing. In the 0

. 0' device:GPU:0/stream:all Compute (pid 5) L= %

u p pe r I eft C O rn e r’ yo u WI I | v ljobilocalnostireplica:0itask:0/device:CPU.0 Compute (pid 1) + :

- 0
fl n d LO ad b u tto n . v fjobclocalhostreplica:0ftask: O/device:GPU:0 Compute (pid 3)

0 I RandomStandardhormal

- PreSS it and Ioad Our 1 item selected. Slice (1)
\] S O N fl |e . I:';'[: doy g:ndomSta.ndardNormal

User Friendly Category  other

Start 2.987 ms
‘Wall Duration 571.408 ms
vArgs
input0 "random_normal/shape”
name "random_normal/RandomStandardNormal®
op "RandomStandardNormal”
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pyTorch profling

Layer-by-layer model profiling in Pytorch

Assess

import torch

import torchvision.models as models

model = models.densenetl22l (pretrained=True)

X = torch.randn ((1, 3, 224, 224),

with torch.autograd.profiler.profile (use cuda=True)

model (x)
print (prof)

prof.export chrome trace (path)

conv2d
convolution
_convolution
contiguous

empty

requires grad=True)

as prof:

# to generate a chrome time line trace file

9976.544us
9958.778us
9946.712us

6.692us

11.927us

9972.
9958.

9947.

12

736us

400us

136us

.976us

.032us

9976.
9958.
9946.

11.

544us

778us

712us

.692us

927us

9972.
9958.

9947.

12

400us

136us

.976us

.032us
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NVIDIA profiling

Assess

<A NVIDIA ACCELERATED COMPUTING  Downloads  Training  Ecosystem

NVIDIA Visual Profiler

The NVIDIA Visual Profiler is a cross-platform performance profiling tool that delivers

developers vital feedback for optimizing CUDA C/C++ applications. First introduced in

2008, Visual Profiler supports all 350 million+ CUDA capable NVIDIA GPUs shipped since -
2006 on Linux, Mac 05 X, and Windows. The NVIDIA Visual Profiler is available as part of

the

https://docs.nvidia.com/cuda/profiler-users-quide/index.html
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Tensorflow profiling using NVIDIA tool nvprof

Assess

$ nvprof python mnist cnn.py

Using TensorFlow backend.

x_train shape: (60000, 28, 28, 1)

60000 train samples

10000 test samples

Train on 60000 samples, validate on 10000 samples

Epoch 1/1

==21608== NVPROF is profiling process 21608, command: python mnist cnn.py
2018-06-05 12:15:15.497962: I tensorflow/core/common runtime/gpu/gpu device.cc:1030] Found device 0 with properties:
name: Tesla P100-SXM2-16GB major: 6 minor: 0 memoryClockRate(GHz): 1.4805
pciBusID: 0007:01:00.0

totalMemory: 15.89GiB freeMemory: 15.59GiB

2018-06-05 12:15:15.498046: I tensorflow/core/common runtime/gpu/gpu device.cc:1120] Creating TensorFlow device (/device:GPU:0) -> (device: 0, name: Tesla P100-SXM2-16GB, pci bus
id: 0007:01:00.0, compute capability: 6.0)

60000/60000 [==============================] - 75 - loss: 0.3306 - acc: 0.9002 - val loss: 0.0806 - val acc: 0.9752
Test loss: 0.08056559731634334

Test accuracy: 0.9752

==21608== Profiling application: python mnist cnn.py

==21608== Profiling result:

Type Time (%) Time Calls Avg Min Max Name
GPU activities: 13.39% 327.78ms 6804 48.174us 7.0080us 78.465us void tensorflow::functor::SwapDimensionlAnd2InTensor3UsingTiles<float, int=32, int=8>(float const *,
tensorflow::functor::Dimension<int=3>, tensorflow::functor::SwapDimensionlAnd2InTensor3UsingTiles<float, int=32, int=8>*)
6.46% 158.05ms 471 335.56us 262.37us 360.00us maxwell scudnn winograd 128x128 1dgl 1dg4 tile418n nt
4.94% 120.80ms 481 251.14us 1.8240us 285.48us void flip filter<float, float>(float*, float const *, int, int, int, int)
4.52% 110.55ms 958 115.40us 20.000us 153.09us void fft2d r2c 32x32<float, unsigned int=0, bool=0>(float2*, float const *, int, int, int, int, int,

int, int, int, int, cudnn::reduced divisor, bool)



Nvprof output

| File View Run Help

il B G v | (] (=
% “output 20023 2

Process 20023
=| Thread 80144192
Runtime APL
Drriver APL
Profiling Overhead
Process 20024
—| Thread 80144192
Runtime AFI
Drriver APL
Profiling Overhead
Process 20025
—| Thread 80144192
Runtime APL
Drriver AP
Profiling Overhead
[0] Tesla K20¢
=| Context MPS (CUDA)
" MemCpy (HtoD)
W MemCpy (DioH)

—| Compute

" 100.0% kernelfint v...

—| Streams
Stream 6-20023
Stream 12-20023
Stream 6-20024
Stream 12-20024
Stream 6-20025
Stream 12-20025

1.356 5 1,557 5 1558 5 1.359 5 1.536 5 1.5361 s 1862 ¢
1 ' 1 1 1 1 '
in L
ittt Al L
| Lo L | |

(i

Profile

=8

1863 s 1.864 s 18655 1.566 s 18
1 1 1 1

r

Z3
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Linux System and hardware counter Profiling : perf

- Juste here for reference as it’s very rarely used Pert is very rich:
for ML/DL case
. ) $ perf -help
The Linux performance analysis command
perf_events” converts hardware performance See Also:

counters in files and provides a new system
call “sys_perf_event open”

* The basis for most performance tools
nowadays (oprofile, PEDE, libpfm...)

Profile

{

Assess



http://www.brendangregg.com/perf.html

Profile

Perf: simple “online” usage

Assess

$ perf stat ./cg.W.x
Performance counter stats for './cg.W.x"

1132,016701 task-clock (msec) # 2,778 CPUs utilized
545 context-switches # 0,481 K/sec

6 cpu-migrations # 0,005 K/sec
1 402 page-faults # 0,001 M/sec
3475567 360 cycles # 3,070 GHz

2 655 690 094 stalled-cycles-frontend # 76,41% frontend cyclesidle
<not supported> stalled-cycles-backend

2 245529 475 instructions # 0,65 insnsper cycle
# 1,18 stalled cycles perinsn
352 734 927 branches # 311,599 M/sec
6 546 990 branch-misses # 1,86% of all branches

0,407562279 seconds time elapsed




Perf: “offline” usage

$ perf record ./cg.W.x
[ perf record: Woken up 1 times to write data ]

[ perf record: Captured and wrote ©.193 MB perf.data (~8435
samples) ]

$ perf report -stdio

# Samples: 5K of event 'cycles'

# Event count (approx.): 3710992320

#

# Overhead Command Shared Object
.
#

52.53% cg.W.x cg.W.x [.] conj_grad_
8.57% cg.W.x cg.W.x [.] sparse_..©
4.20% cg.W.x [kernel.kallsyms] [k] oxffffffff8104f45a
0.15% cg.W.x cg.W.x [.] makea
0.12% cg.W.x cg.W.x [.] randlc_

Profile

{

Assess

You can get an annotated listing (source code and/or assembly):
$ perf record ./cg.W.x

$ perf annotate —stdio

$ perf record -g # gives a callgraph

$ perf report —g # according callgraph report




Profile

Perf Graph and FlameGraph

Assess

Flame Graph

i pthrea.. ip. ‘, [libmixS-rdma..
(RmbxS5-.. max | PAME: :Device:z.. ||
PAMI:DeVI, | PAM.. I 111 BPAMI_Context_advancev |
| | ' § PAMI_Context_adv.. || PAMI_.. j B B mca_pmi_pami_progress
mca_pml_pomi_prog..| | mca_pm| ‘opalprogress
| opal_pr.. | ompi_request_default_wait_any
| 1) ompi_req. §I|  PMPLWaitany -
_m.. S T PMPLWal.. ' || Y ompl_waltany I ,
) | N . ||| ni [—. _
N N m._dd_c.*_m. | l - I'.
|

) S | 2| m_dd_c. N .
SE— D <. S W S ]
I I NS |

main
generic_start_main.isra.0

__libc_start_main
ledkoowoy ]
]

r -
.




Profile

Analysis and bottleneck identification

Assess

Identification of workload profile
* Highlightcode sections whichis consuming mostof the time cpu or else GPU spend
* Identify growing waits

« Compare profiling data with different parameters workload experiments (concurrentworkers, batch size,)

Typicalworkload issues categories

* 10 bound (network, disks), CPU Bound (useror system mode), data Transfer bound (Memory, PCle)
+ Sequential or single thread dominance,

* Ressourceslocking,

*  GPU bound, Nowwhat are the Potential causes of slow down :

Possible bootlenecks

* Codeflow not optimal (too complex workflow, try-except errors handling, array tranversal)

* inefficient Data structure (python dict,)

« Componants limitations (hdf5 multi-threading locking)

* exhausted Hardware or Systems ressources
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Options and Technics ?

Remove the root cause of the biggest bottlenecks first. For examples:

Update versions or change components

Increase Systems resources usage: CPU, GPU, buses

Increase parallelism, Batching, LMS, Horovod, Mixed-Precision ...

Profile

Change

Reduce Transfer overhead (async transfers, buffering, batch size, GPU pre-fetching, improve 10 subsystems ...)

Simplify the workflow (reduce useless computational steps, LMS ...)

Apply best practices

For example : Pytorch Lightning : https://pytorch-lightning.readthedocs.io/en/latest/

29
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Profile

Change

= model.fit_generator (... max_queue_size=batch_size*512,workers=8, use_multiprocessing=True)

= The data pre-processing stage is a good usual suspect (e.g. fully serialized with the training)

= Keras data pipeline is usually slow but it could be improved a bit

= |t's also recommended to switch from Keras.io to tf.keras
= TensorFlow has now tf.data to improve this PreProcessing phase
» Possibly important code impact as it requires tf.Estimators

= https://cs230-stanford.qgithub.io/tensorflow-input-data.html

= pyTorch DatalLoader does a pretty good job

= For some specific cases, data-prep could be accelerated with hand-written GPU batch pre-fetching (if you
have enough free GPU memory)

= https://github.com/NVIDIA/apex/blob/master/examples/imagenet/main_amp.py

= DALI isavery performant (with GPU acceleration) and complete framework nowdays

= https://docs.nvidia.com/deeplearning/dali/user-quide/docs/
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What is NVIDIA DALI ?

High Performance Data Processing Library

L Framework
DALI Sr o i B
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DALI Performance results

RN50 PyTorch and TensorFlow

PyTorch

Training speed, ResNet50, PyTorch container, b=256

@ Native pipeline 19.02 DALI 0.7 +19.02
14000
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Higher is
better
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TensorFlow

Training speed, ResNet50, TensorFlow container, b=256
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B Native pipeline 19.02 DALI0.7 +19.02
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Profile
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DALI: Data-prep Stages

images
e

Support OP

Loader

Labels
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Profile

How to use DALI

Define a pre-processing Graph

Instantiate operators

def init (self, batch size, num threads, device id):
super (SimplePipeline, self). 1init (batch size, num threads, device 1id) Loa ol
self.input = ops.FileReader(file root = 1mage dir)
self.decode = ops.nvJPEGDecoder (device = "mixed", output type = types.RGB)
self.resize = ops.Resize(device = "gpu", resize x = 224, resize y = 224)
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How to use DALI

Define a pre-processing Graph

Define graph in imperative way

/rdef define graph (self): )

jpegs, labels = self.input()

self.decode (jpegs) m Decode

images = self.resize (images)

images

\k_ return (images, labels) J/
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How to use DALI

Define a pre-processing Graph

| Loader R Decode s -
Use it ;

pipe.build () _ g
images, labels = pipe.run|) T e
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How to use DALI with TensorFlow

TensorFlow Dataset DALI TensorFlow operator
def get datal(): def get data():
ds = tf.data.Dataset.from tensor slices(files) dali_pipe = TrainPipe(...)
ds.define operations(...) daliop = dali tf.DALIIterator ()
return ds with tf.device ("/gpu:0"):
img, labels = daliop(pipeline=dali pipe, ...)

return img, labels

classifier.train(input fn=get data,...) classifier.train(input fn=get data,...)
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How to use DALI with pyTorch

PyTorch DataLoader DALI iterator

train loader = torch.utils.data.Dataloader(...) dali pipe = TrainPipe(...)

prefetcher = data prefetcher (train loader) train loader = DALIClassificationIterator (dali pipe)
input, target = prefetcher.next ()

i = -1

. . o . for i, data in enumerate(train loader):
while input is not None —

4= 1 input = data[0] ["data"]
(...)

input, target = prefetcher.next()

target = data[0]["label"].squeeze ()

(o04)
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Object Detection

Single Shot Multibox Detector Model (SSD)

Use operators in the DALI graph:

Gﬁ@g@s = gelf.paste (1mages; pdste X = pX; pdste V = py, ratio = ratio) L
bboxes = self.bbpaste(bboxes, paste x = px, paste y = py, ratio = ratio)

0))

crop begin, crop size, bboxes, labels = self.prospective crop (bboxes; labels)

images = self.slice (images, crop begin, crop size)
images = self.flip(images, horizontal = rng, vertical = rng2)
bboxes = self.bbflip (bboxes, horizontal = rng, vertical = rng2)

return (images, bboxes, labels)

&
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How to handle video with DALI

Video Pipeline Example

Instantiate operator:

self.input = ops.VideoReader (device="gpu", filenames=data; sequence lengtli=len)

Use it in the DALI graph:

frames = self.input (name="Reader")

output frames = self.Crop(frames)

return output frames
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How to handle video with DALI

Optical Flow Example

Instantiate operator:

self.input = ops.VideoReader (file root = video files, sequence length = len, step = step)
self.opticalFlow = ops.OpticalFlow ()
self.takeFirst = ops.ElementExtract (element map = [0])
Use it in the DALI graph: %
B
((frames = self.input () ) ) ’———
flow = self.opticalFlow (frames) = —lJJ
first = self.takeFirst (frames) ¥ileo, Frames
return first, flow o 4

j Skiing

Optical Flow Maps
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DALI links -
Change

= DALI Documentation available online:

=  https://docs.nvidia.com/deeplearning/sdk/dali-developer-quide/docs/index.html
= https://github.com/NVIDIA/DALI
= https://developer.nvidia.com/dali

* |ncludedin the OpenCE conda repository
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How to Improve GPU speed ?

Mixed-Precision and Tensor Cores

What are NVIDIA Volta Tensor Cores?
» Optimized hardware units for mixed precision matrix-multiply-and- accumulate (4x4):
D=A*B+C

D =

FP16 or FP32 FP16 or FP32
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Mixed Precision Training Background

What 1s Mixed Precision?

= Goal
= Keep stored values in FP16: weights and activations, along with their gradients
= Use Tensor Cores to accelerate math and maintain accuracy
= Benefits
= Up to 8x math speedup (depends on arithmetic intensity)
= Half the memory traffic
= Half the memory storage
= Can enable larger models or batch sizes
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TensorCores benchmark results
ange

ASSsess

cuBLAS Mixed-Precision GEMM
(FP16 Input, FP32 Compute)

Relative Performance

0

512 1024 2048 4096
Matrix Size (M=N=K)

B Tesla P100 Tesla V100 (Tensor Cores) Slide credit: Nvidia
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Making use of Tensor Cores

Performance Guidelines

Matrix Multiply
« All three dimensions (M, N, K) should be multiples of 8
« Larger K (shared dimension) is more efficient (amortizes write overhead)

» Note this makes wider recurrent cells more practical (K is input layer width)

Convolution

« Number of channels for input and output should be a multiple of 8 (can be different)

If you are designing models:

« Choose layer widths and batch sizes or channel counts that are multiples of 8

“Am | using Tensor Cores?”
« CcuBLAS and cuDNN are optimized for Tensor Cores, coverage is always increasing
* Run with nvprof and look for “s[some digits]” in kernel name
» Eg: volta fpl6 s884gemm fpl6 128x128 |dg8 f2f nn
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Enabling Mixed Precision

In real-world training pipelines

= Three ways to switch to mixed precision training:
« 1. Add all the necessary code yourself
« 2. Use libraries that enable safe updates; manage model conversion by hand
« 3. Use a fully-automated tool to perform necessary transformations under-the-hood

= Recommendation: (3) to get familiar with mixed precision training; (2) for more control (and
occasionally better performance)

* (1) if using a custom setup for which libraries don't exist :
« For most of the model, we make simple type updates to each layer:
« Use FP16 values for the weights (layer parameters)

« Ensure the inputs are FP16. so the laver runs on Tensor Cores

= .nn.Linear( s ).half()

.layers.dense(tf.cast( , .floatl6),
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Mixed Precision : accuracy impact

= ALEXNET RESULTS = INCEPTION-V3 RESULTS

= 100 epochs, batch=1024 = 100 epochs, batch=512
Mixed_precision training 58.12 80.71 Mlxed_pr.e.cmon training 73.6 91.11
FP16_training 54.89 78.12 FP16_training Ll e
FP16_training,_loss_scale=1000 57.76 80.76 FP16_training, loss_scale=1000 e 5L
FP16_training, loss_scale=1000 FP16_tra|n|ng,_lo§s_scale:1000
FP16_master weight storage 58.56 80.89 FP16_master_weight_storage 73.52 91.08

* ResNet RESULTS
= 100 epochs, batch=512

Fp32 71.75 90.52
Mixed_precision training 71.17 90.1
FP16_training,_loss_scale=1 71.17 90.33
FP16_training, loss_scale=1

FP16_master weight storage 70.53 90.14
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Training : Mixed Precision Speed Ups
Not limited to image classification

Change

2.3x
2.9x
4.9x
2.5x

4.5x

3.0x

4.0x

49

Iso-batch size
Iso-batch size
2x Ir + larger batch

2x batch size

Larger batch size

2x batch size

Larger batch size

*In all cases trained to
same accuracy as FP32
model

** No hyperaparameter
changes, exceptas
noted
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PyTorch : Automatic Mixed Precision (3)

import torch import torch
# Creates once at the beginning of training
scaler = torch.cuda.amp.GradScaler()

for data, label in data_iter: for data, label in data_iter:
optimizer.zero_grad() optimizer.zero_grad()
# Casts operations to mixed precision
with torch.cuda.amp.autocast():

y_pred = model(x) y_pred = model(x)

loss = torch.nn.functional.mse_loss(y_pred, y) loss = torch.nn.functional.mse_loss(y_pred, y)
# Scales the loss, and calls backward()

# back propagation # to create scaled gradients

loss.backward() scaler.scale(loss).backward()

# Unscales gradients and calls

# calls optimizer # or skips optimizer.step()
optimizer.step() scaler.step(optimizer)

# Updates the scale for next iteration # Updates the scale for next iteration
optimizer.step() scaler.update()

https://pytorch.org/blog/accelerating-training-on-nvidia-gpus-with-pytorch-automatic-mixed-precision/
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DL Workload : back to the example

+ 100% Python  pyTorch * Python :
specific modules « 90% GPU scik(i;rlearn and

* Num o 1 pandas
manipulation Lo prcass ane + 100% CPU

* 100% CPU 3’ with * 10msecto

. .3’ to process one baCkPrOpaga’[ion process 1 patient
image

\_ J N J N J

Apply DALLI for the PreProcessing and AMP for the Model Training:
1’ to infer an image/3’ to train an image and use 4 GPU !
GPU usage : 90% of 4 GPU,
CPU usage : 75% of 40 thread,
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TakeAways

Keep Calm! Adopt holistic approach
Remember :

Mixed Precision
= Mixed precision training is a general-purpose technique with tremendous benefits:
= Math and memory speedups
= Memory savings, enabling larger models (or minibatches)
= Accuracy matches FP32 training across a wide range of models (all we have tried)
= Significant speedups are common and getting more common with each new library release
= Enabling mixed precision depends on a specific methodology:
= There are many tools to make it easier to use mixed precision — all the way up to fully
= automatic!

= Opensource, GPU-accelerated data augmentation and image loading library
= Over 1100 GitHub stars

» Full pre-processing data pipeline ready for training and inference

= Easy framework integration
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More informations

= DALI Documentation available online:
= https://docs.nvidia.com/deeplearning/sdk/dali-developer-quide/docs/index.html
= https://github.com/NVIDIA/DALI
= https://developer.nvidia.com/dali

= New mixed precision model examples:

= https://developer.nvidia.com/deep-learning-examples
= GitHub:

= https://github.com/NVIDIA/DeeplLearningExamples
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Thank you!

Jean-Armand Broyelle

Please complete the Session
Evaluation!
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Notices and disclaimers

© 2018 International Business Machines Corporation. No part of
this document may be reproduced or transmitted in any form
without written permission from IBM.

U.S. Government Users Restricted Rights — use, duplication
or disclosure restricted by GSA ADP Schedule Contract with
IBM.

Information in these presentations (including information relating
to products that have not yet been announced by IBM) has been
reviewed for accuracy as of the date of initial publication and could
include unintentional technical or typographical errors. IBM shall
have no responsibility to update this information. This document
is distributed “as is” without any warranty, either express or
implied. In no event, shall IBM be liable for any damage
arising from the use of this information, including but not
limited to, loss of data, business interruption, loss of profit or
loss of opportunity. IBM products and services are warranted
per the terms and conditions of the agreements under which they
are provided.

IBM products are manufactured from new parts or new and used
parts.

In some cases, a product may not be new and may have been
previously installed. Regardless, our warranty terms apply.”

Any statements regarding IBM's future direction, intent or
product plans are subject to change or withdrawal without
notice.

Performance data contained herein was generally obtained in a
controlled, isolated environments. Customer examples are
presented as illustrations of how those

customers have used IBM products and the results they may have
achieved. Actual performance, cost, savings or other results in other
operating environments may vary.

References in this document to IBM products, programs, or services
does not imply that IBM intends to make such products, programs or
services available in all countries in which IBM operates or does
business.

Workshops, sessions and associated materials may have been
prepared by independent session speakers, and do not necessarily
reflect the views of IBM. All materials and discussions are provided
for informational purposes only, and are neither intended to, nor shall
constitute legal or other guidance or advice to any individual
participant or their specific situation.

It is the customer’s responsibility to insure its own compliance

with legal requirements and to obtain advice of competent legal
counsel as to the identification and interpretation of any

relevant laws and regulatory requirements that may affect the
customer’s business and any actions the customer may need to take
to comply with such laws. IBM does not provide legal advice

or represent or warrant that its services or products will ensure that
the customer follows any law.
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Notices and disclaimers continued

« Information concerning non-IBM products was obtained from the suppliers of * IBM, the IBM logo, ibm.com and [names of other referenced
those products, their published announcements or other publicly available IBM products and services used in the presentation] are
sources. IBM has not tested those products about this publication and cannot trademarks of International Business Machines Corporation,
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warranties, expressed or implied, including but not limited to, the
implied warranties of merchantability and fitness for a purpose.

« The provision of the information contained herein is not intended to, and does
not, grant any right or license under any IBM patents, copyrights, trademarks
or other intellectual property right.
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